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Abstract—This paper underscores the use of CUDA-based 
GPUs as high performance parallel computers for the purpose of 
real time analysis in a smart grid setting. In a smart grid, with 
the influx of new, renewable, distributed generation technologies, 
the network is more complex and requires more computationally 
intensive means of simulation and analysis. To show its 
usefulness, a power flow analysis case study will be programmed 
in CUDA C++ and its performance benchmarked against a 
sequential CPU counterpart. The results show that the GPU 
performs better than single-threaded CPU programs, in terms of 
execution time. A lack of optimization in GPU programs 
decreases the potential performance benefits, however, as system 
size increases, the scalability advantages afforded by the CUDA 
model are evident. The results also show that performance is 
GPU-platform dependent, i.e. dependent on GPU architecture 
and power. 
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I. INTRODUCTION 
The field of High Performance Computing (HPC) has been 

greatly influenced by the use of the Graphics Processing Unit 
(GPU) as a many core device for parallel programming. The 
Compute Unified Device Architecture (CUDA) is a parallel 
programming model and architecture, developed by the 
NVIDIA Corporation, which facilitates HPC on desktop and 
laptop computers – a phenomenon commonly referred to as 
General Purpose Programming on a GPU (GPGPU). CUDA-
based GPU computing can be applied to many aspects in 
science and engineering where data parallelism is prevalent. 
One such area is the analysis of modern electrical power 
systems, in particular the smart grid. The smart grid (SG) is an 
electrical system that incorporates cyber-secure data 
communication and computational intelligence across the 
electrical grid to achieve a system which is efficient, reliable 
and sustainable. As a cyber-physical system, the SG requires 
the interaction of HPC and electrical power systems; this 
interaction is what defines the grid as being “smart”. 

The computational demands of modern power systems 
analyses and simulations have been steadily increasing in 
recent decades [6]. With the advent of the smart grid, the need 
for computational throughput has increased. Due to the mass 
infusion of renewable energy sources, distributed energy 
storage and generation, and new technologies, the models used 
to perform these tasks are becoming increasingly complex and 

computationally intensive [5]. The integration of renewable 
energy sources in the smart grid introduces stochastic 
generation, which requires more sophisticated algorithms to 
ensure system security. The deployment of advanced metering 
infrastructure (AMI) in the smart grid provides power system 
control centres with a considerable amount of real time data, 
resulting in the need for more efficient software algorithms and 
faster hardware platforms [6]. The increased demand for real-
time analysis and simulation leads to the challenge of finding 
faster, more efficient and effective methods of computation. 
GPU computing addresses this. 

There are numerous aspects of modern power systems 
analysis to which GPU computing can be applied, including 
simulation, analysis, visualization, optimization and control 
[5]. The scope of this paper includes analysis and simulation, 
with the intent of meeting the demand of real-time 
performance. Power (or load) flow analysis is one of the most 
common and important forms of analysis in any electrical 
power system [4]. In a load flow, bus voltages, line powers and 
generated power are obtained – this data is then used to make 
decisions in design, planning and operation. While a single 
load flow can be solved relatively quickly, in the smart grid, 
there is the need for real-time analysis and there may also be 
the need to solve a large number of power flows [10]. 

This paper presents an implementation of the Newton-
Raphson (NR) load flow algorithm, as it pertains to 
parallelizing and implementing in CUDA, for a smart grid 
setting. The structure of the paper is as follows. Firstly, a 
literature review will be presented to highlight previous similar 
works in the field. Secondly, an overview will be given on 
GPUs and CUDA. Then, the Newton load flow algorithm will 
be explained, and its potential for parallelization will be 
underscored. Finally, the implementation of the algorithm will 
be shown, as well as the results obtained. 

II. LITERATURE REVIEW 
A review of existing literature in the field reveals that there 

have been numerous studies using CUDA-based GPU 
computing for the analysis of electrical power systems. 
Reference [12] applied GPU computing to the acceleration of 
Gauss-Jacobi and Newton-Raphson power flow methods using 
Jacket GPU Engine in MATLAB and CUDA C++ 
implementations. Their algorithm involves a novel method of 
sorting generator data as a means of preprocessing, thus 
avoiding computation of a connection matrix. They use built-in 
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and external CUDA libraries – CUBLAS and CULA Tools, 
respectively – and results are compared against a CPU 
implementation using Intel MKL. 

Reference [2] compares the execution time of different 
power flow algorithms after parallelization in the CUDA 
environment. Gauss-Siedel (G-S), Newton-Raphson and P-Q 
decoupled solvers are implemented in CUDA and the speedup 
ratios are compared when running on the GPU. Based on this 
approach, it was found that the NR solver experiences the most 
significant speedup, and as such, this method was chosen in 
this research for implementation in the CUDA environment for 
a smart grid context. One downfall of this approach is the 
attempt to parallelize the Gaussian elimination step, an 
inherently sequential technique. Although successful in 
achieving speedup, this technique of solution of the system of 
linear equations in NR power flow is not easily parallelizable. 

Reference [10] presents an implementation of the Jacobi 
power flow algorithm on a GPU. The Jacobi method, however, 
is similar to the G-S, and was shown in [2] to experience the 
lowest degree of improvement. Reference [10] makes an 
important and noteworthy conclusion that the GPU does not 
experience significant speedup when solving a single power 
flow. The speed-up figures are limited by the size of the 
sequential part of the algorithms and data transfers between 
host and device are significant when compared to overall 
execution time of a single power flow. 

Reference [3] shows a GPU-based approach to solving 
power flow problem using a biconjugate gradient solver with 
the Newton method. The method presented in this paper uses a 
row-indexed sparse storage technique and performs 
simulations on a standard IEEE-118 bus system. Similarly, [8] 
presents a GPU-based power flow analysis solution using the 
conjugate gradient method with a Chebyshev preconditioner. 

III. GPU ARCHITECTURE AND CUDA 
The GPU is a highly parallel, multithreaded, many-core 

processor, with very high compute capability and memory 
bandwidth. The GPU is specialized for compute-intensive, 
highly parallel computations needed for graphics rendering [9]. 
This has been extended to using the GPU to solve compute-
intensive science and engineering problems. The modern GPU 
is specifically suited to address any problem that can be 
expressed as data parallel computations [9]. As opposed to the 
multicore design philosophy of CPUs, which seeks to maintain 
the execution speed of sequential programs, the many-core  

 
Fig. 1. Difference between CPU and GPU architecture and design philosophy 

design of GPUs focuses more on execution throughput of 
parallel applications [7]. This lends itself to the large 

performance gap between CPUs and GPUs. The difference in 
the fundamental design philosophies is illustrated in Figure 1. 

The CPU is optimized for sequential code performance and 
makes use of sophisticated control logic to allow instructions 
from a single thread of execution to execute in parallel or even 
out of their sequential order while maintaining the appearance 
of sequential execution. 

Large cache memories reduce the instruction and data 
access latencies of large complex applications, however 
memory bandwidth is limited [7]. GPUs are designed with the 
ability to perform a massive number of floating-point 
calculations per video frame. The GPU is optimized for the 
execution throughput of a massive number of threads. The 
hardware takes advantage of a large number of execution 
threads, which minimizes control logic required for each 
execution thread. Small cache memories control bandwidth 
requirements and more chip area is dedicated to floating point 
calculations [7]. CUDA facilitates this. 

According to [9], CUDA is a general purpose parallel 
computing platform and programming model that leverages the 
parallel compute engine in NVIDIA GPUs to solve many 
complex computational problems in a more efficient way than 
on a CPU. CUDA may refer to the parallel computing 
architecture of modern GPUs as explained previously, or the 
programming model itself. The CUDA architecture refers to a 
programmable GPU with a unified shader pipeline, allowing all 
ALUs to be used by a program intending to perform general-
purpose computations [11]. The CUDA programming model is 
a heterogeneous model which allows joint CPU/GPU 
execution, whereby the sequential portions of a program are 
executed on the CPU or host, and the numerically intensive 
portions of the program, which can be easily parallelized, are 
executed on the GPU or device. The reason for this is that 
GPUs are designed as numeric computing engines and will not 
perform well on some tasks for which CPUs were designed, 
particularly, sequential operations [7]. 

The CUDA programming model allows the development of 
software that transparently scales its parallelism to leverage the 
increasing number of processor cores, allowing the same 
program to run on any CUDA GPU. The programmer must 
partition the problem into coarse sub-problems that can be 
solved independently and in parallel by blocks of threads on 
any of the available multiprocessors within a GPU [9]. This is 
facilitated through the use of the CUDA C/C++ programming 
language. CUDA C/C++ is essentially standard C/C++ with 
minimal keyword extensions to label data parallel functions 
and communicate with the GPU to use its numerous processor 
cores. The data parallel functions in CUDA are called kernels. 
Kernel functions generate a large number of threads to exploit 
data parallelism, with each thread executing code on a separate 
element. This is applicable to any problem which exhibits data 
parallelism. 

IV. NEWTON RAPHSON POWER FLOW 
This section presents an overview of power flow analysis 

and explains the formulation of the Newton-Raphson power 
flow solution method. The content presented here is adapted 
from [4] and [13]. Power flow analysis, also known as load 
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flow analysis is one of the most fundamental problems in 
power system analysis and simulation. It is a static network 
analysis for a power network, the goal of which is to find 
voltages and voltage angles at different bus bars (i.e. different 
substations) and the flow of power in the lines [13]. In order to 
perform power flow analysis, a mathematical model must first 
be created for the network. The network is typically modelled 
as a nonlinear system, following which a number of solution 
methods may be employed to solve the system. For a system 
with n buses, the complex power, Si, at each bus i can be 
defined as: 

∗
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The relationship between bus injection current and bus 
voltage is represented by the bus admittance matrix or Y-bus 
matrix. Elements of the bus admittance matrix can be found 
using: 

( ) ikikikikikik jBGjYY +=+= θθ sincos  (2) 
This refers to the admittance between bus i and bus j, and 

can further be represented as electrical conductance, Gij, and 
susceptance, Bij.  By realizing that in rectangular form, the 
complex power is comprised of real and reactive power and 
substituting from (1) and (2), the following is obtained: 
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Converting from polar to rectangular form, and resolving 
into real and imaginary parts, we can express the specified real 
and reactive powers of a system as functions of bus voltages 
(voltage magnitude and angle), and admittance magnitude and 
angle for the transmission network. These equations are 
defined as: 
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Equations (4) and (5) are the nonlinear equations of the 
system and their existence at each bus is dependent on bus 
type. In a typical power system, at some substations (buses), 
there will be generators, supplying real and reactive power; on 
some buses there will be generators and loads and on other 
buses there will be loads only. Loads can be considered as 
consumers and draw real and reactive power from the bus bar – 
loads are controlled only by the consumers. On a load bus, real 
and reactive power are specified and voltage magnitude and 
angle are unknown and must be found. These are also known 
as PQ buses. In bus bar with generation however, real power 
and voltage magnitude are specified. These are known as 
voltage controlled bus bars or PV buses and we are required to 
solve for reactive power and voltage angle. Finally, there is the 
swing bus, also known as the slack bus or reference bus. There 
is only one swing bus in a system, and when performing 

analysis, it is convention to number this bus 1. Voltage 
magnitude and angle are specified as 1 p.u. and 0  respectively 
[13]. 

In this paper, focus is given to the Newton-Raphson 
method, which converts this nonlinear system to a system of 
linear equations, by means of the Jacobian matrix. Newton’s 
method expands the equations in (4) and (5) into a Taylor 
series and incorporates the first derivative information when 
updating the voltages, as shown in equation (6). 
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The system of linear equations in (6) is of the form Ax = b, 
where A represents the Jacobian matrix, x is the state vector, a 
vector of unknowns to be solved, and b is the power mismatch 
vector. The Jacobian matrix is divided into four parts: J1 
relates  to , J2 relates to , J3 relates to  and 
J4 relates  to . The power mismatch vector is found using 
the difference between specified values in the bus data 
provided and calculated values using the equations in (4) and 
(5). Each quadrant in the Jacobian matrix is of size (n-1) × (n-
1); as such the Jacobian matrix is of degree 2(n-1). The 
elements of the Jacobian matrix are found by finding the partial 
derivatives of equations (4) and (5) with respect to voltage 
angle and magnitude, depending on the submatrix. 

For a system with n buses, there will be (n-1) P and (n -1) 
Q equations, however, this formulation only takes into 
consideration PQ buses. By taking into account PV buses, the 
calculation can be simplified. For every PV bus, k, in the 
system, we can omit Vk from the state vector and the Qk term 
from the power mismatch vector. The equation for reactive 
power injection at the PV bus is eliminated from the NR 
equation set. For a system with n buses, m of which are PV 
buses, there will be (n-1) P equations and (n-1-m) Q equations. 
There will be a total of 2(n-1)-m equations for the system, 2(n-
1)-m unknowns to be found and the Jacobian matrix will be of 
degree 2(n-1)-m. 

This linear system is solved iteratively until the solution 
converges, i.e. until the values in the power mismatch vector 
are smaller than some specified tolerance. It should be noted 
that the value of the calculated bus power injections are near to 
the specified values for the converged solution. Once the 
values of voltage magnitude and angle are known, other values 
for power flows in lines can be found via substitution. At each 
iteration, the system of linear equations in (6) must be solved. 

V. PARALLELIZATION OF NEWTON POWER FLOW 
Power flow analysis problems are compatible with the 

CUDA programming model due to their inherent parallelism, 
and the sparsity of matrices involved. Generally, in any matrix 
where the elements are independent of each other, the 
calculation is easily parallelizable. This is the case with the 
formation of the bus admittance matrix, and the Jacobian 
matrix in the Newton power flow solution. 
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A. Parallel Formulation of Admittance Matrix 
In order to formulate the mathematical model for power 

flow analysis, the bus admittance matrix must first be 
calculated. The bus admittance matrix relates currents at the 
various bus bars to the voltages at the bus bars. To calculate the 
Y-bus matrix in any power flow solution, the line (branch) data 
provided is used. The line data provides the bus indices 
between which lines run (e.g. line 1 runs from bus 3 to bus 6), 
as well as the series impedance (resistance and reactance) and 
the shunt admittance (half line charging capacitance). In this 
power flow study, the transmission lines in the network will be 
modeled using the -equivalent model. This yields for each 
line: the series admittance and the shunt admittance at each end 
of the line. We can capitalize on the characteristics of the Y-
bus matrix for parallel formation in the CUDA environment. 

For an n bus system, the Y-bus matrix will be n×n. The Y-
bus matrix is symmetric about the main diagonal and is 
generally a very sparse matrix. The diagonal elements of the 
matrix, Yii in (6), represent self-admittance. Diagonal elements 
are obtained as the algebraic sum of all elements incident to 
bus i. The off diagonal elements, Yij in (6), represent mutual 
admittance between bus i and j and are obtained as negative of 
the series admittance connecting bus i and j and are symmetric, 
i.e. Yij = Yji. 

The basis of parallel calculation of the bus admittance 
matrix is to use the bus indices as identifiers – threads will be 
assigned to different regions of the matrix (diagonal or off-
diagonal) based on the indexing scheme. In the CUDA kernel, 
if the row index (rowIdx) variable is equal to the column index 
(colIdx) variable, this indicates a diagonal element and an 
accumulator scheme will be employed. This accumulator 
essentially adds the initial value to all admittance values 
incident to the corresponding bus. For the off-diagonal 
elements, if there is a row/column index pair for which a line 
exists, the calculation will be employed for that element – 
negative of the branch equivalent admittance. This will be 
explained further in Section VI. 

B. Parallel Formulation of the Jacobian Matrix 
The Jacobian matrix is comprised of the first partial 

derivatives of the equations in (4) and (5). As mentioned 
previously, the Jacobian matrix is divided into four sub-
matrices and is re-evaluated at each iteration. The equations 
corresponding to the derivatives use the updated voltages at 
each iteration. Like the Y-bus matrix, the Jacobian matrix is 
very sparse and its elements are independent and can be 
evaluated in parallel. Consider for a system with n buses, np of 
which are PQ buses. The degree of the Jacobian matrix is (n + 
np – 1). The sizes of the submatrices are as follows: 

J11 = (n – 1) × (n – 1)  

J12 = (n – 1) × np 

J21 = np × (n – 1) 

J22 = np × np 

Based on this, a general indexing scheme was created; 
depending on the location of the element in the matrix, and 
whether or not it was a diagonal element of the associated sub-

matrix, the corresponding first partial derivative equation was 
invoked. In order to evaluate these elements, the admittance 
matrix must first be evaluated and the bus data provided for the 
network must be used. It should be noted that for each PV bus, 
there will be select terms omitted from the Jacobian matrix. In 
order to account for this, when reading bus data, the bus types 
were analysed and a vector containing the identifiers of these 
buses was created; this vector was called PQindex. This vector 
is of the length (n+np–1) and is indexed using the 
corresponding rowIdx and colIdx. The indexed vector is then 
further used to index the voltage magnitude and voltage angle 
vectors, as well as the Y-bus matrix. This was loosely adapted 
from [12]. 

After the elements corresponding to PV buses are omitted, 
the calculations for the diagonal in J12 and J21 must be adjusted. 
Note that the swing bus is omitted completely from the 
Jacobian matrix. For the terms relating real power to bus 
voltage, the diagonals are found by comparing the row index to 
the PQindex vector indexed with the column index minus one 
(to cater for slack bus). Similarly, the calculations for the 
matrix relating reactive power to voltage angle determines 
diagonals by comparing the column index to the PQindex 
vector indexed with the row index minus one. 

VI. IMPLEMENTATION IN CUDA C 
As mentioned earlier, CUDA involves heterogeneous 

programming, consisting of multiple phases that are executed 
either on the host (CPU) or the device (GPU). The portions of 
the program which execute on the GPU are usually the most 
compute intensive parts, which exhibit a high level of data 
parallelism [7]. These are executed as kernel functions and are 
written as typical C++ functions with certain CUDA keywords 
to identify them as GPU functions. Kernels generate a large 
number of threads, collectively called a grid, to exploit 
parallelism – each thread executes the device code defined in 
the kernel function in parallel on the GPU. Kernel functions 
can only be launched from the host, i.e. the function is called in 
host code, where the number of threads and thread organization 
are specified, and execution is moved to the device [7]. 

Before a kernel can be launched, the data must first be 
copied from host memory to device memory. CUDA API 
functions exist for the allocation of memory on the device and 
for copying data to the GPU and results back to the CPU 
[7,11].  The host is more suited to sequential operations, such 
as input and output and communication. As such, in the 
Newton power flow program, the host is used for reading bus 
and line data – data are stored in text files and read in using the 
fstream library. Based on the columns in which data exist, 
values will be read into the corresponding arrays which are 
copied to GPU memory as inputs to kernels for processing. 

The following subsections briefly highlight the kernels and 
implementation for the creation of the admittance matrix and 
calculation of the Jacobian matrix on the GPU. 

A. Admittance Matrix Formation 
A kernel function createYBus() was created to calculate the 

bus admittance matrix in parallel. The input parameters to the 
function include the number of buses; the number of branches; 
branch indices (viz. fromBus and toBus), which are used to 
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determine diagonals and off-diagonals; the values for 
calculating series and shunt admittances (resistance, reactance 
and half-line charging capacitance) and the Y-bus matrix itself. 
Since we expect the matrix to be sparse, a null matrix was 
initialized on the host and device memory was allocated and 
copied accordingly. The kernel will then perform the necessary 
calculations, store the results in the matrix y of type 
cuComplex. 

In GPU memory, two dimensional array indices cannot be 
used to access matrices. This is because the GPU flattens 
matrices into linear memory, in a row-major order [1,7,9]. 
Since we use one host function to read input data from text 
files for difference test cases, we used dynamic arrays to hold 
data and in the creation of the Y-bus matrix. The traditional 
method of creating a 2D array for the matrix was then made 
complex due to the dynamic scheme used. As such, it was 
decided to use the flattened model on host side. In the kernel 
function, the built-in indexing variables (threadIdx and 
blockIdx) were used to calculate row and column index for a 
grid of threads in the x- and y- directions. 

In order to invoke the kernel, the memory for the input 
parameters of the kernel must first be allocated using 
cudaMalloc(). Memory was allocated for arrays containing the 
starting and ending bus indices (fromBus and toBus), the 
admittance values (R, X, and B), and the initialized Y-bus 
matrix. Since the variables for the number of branches and the 
number of buses were used in both host and device functions, 
these were global variables and did not need to be allocated or 
copied. The allocated memory was then copied using the 
function cudaMemcpy(). After the kernel was invoked, 
specifying the number of blocks in the grid and the number of 
threads in each block, the resultant admittance matrix was 
copied back to CPU memory and the allocated memory freed 
using cudaFree(). 

When launching the kernel and specifying the thread 
organization, an initial block size of 32×32 was used since in 
every GPU, each streaming multiprocessor (SM) processes a 
block of threads; within each SM there are a number of stream 
processors (architecture dependent) which execute threads in 
warps. The warp size on all current hardware is 32 threads. As 
such, the number of threads in the block were chosen as a 
round multiple of the warp size, within hardware constraints 
(there can only be a maximum of 1024 threads per block) [9]. 
In order for there to not be a spillover of threads (i.e. too much) 
or too little threads (resulting in kernel failure), the thread 
organization scheme outlined in [11] was adopted – the number 
of blocks in each direction was chosen as (N+31)/32, where N 
is the number of buses in the test cases used. 

B. Jacobian Matrix 
The kernel createJacobian() was created to calculate the 

Jacobian matrix at each iteration of the Newton method. Input 
parameters to this kernel include: 

• number of buses 

• size of the Jacobian matrix, calculated based on the 
number of PQ buses in the system – particularly the 
order of the Jacobian matrix 

• calculated values of real and reactive power from 
equations (4) and (5) – calculated using results from 
createYBus() and the values of voltage magnitude and 
angle specified in the bus data 

• voltage magnitude and voltage angle, from bus data 
provided – obtained from text files 

• initialized Jacobian matrix – created as host variable 
similar to Y-bus matrix, due to sparsity and the need to 
allocate and copy matrix on GPU accordingly. Again, 
the flattened model was used when declaring and 
initializing the matrix. 

• the PQindex vector of the same size as the order of the 
Jacobian matrix 

As before, the column and row indices of the Jacobian 
matrix were determined using the blockIdx and threadIdx 
variables in the x- and y- directions respectively. This was 
done as follows: 

rowIdx = blockIdx.y * blockDim.y + threadIdx.y (7) 
The same was done for the colIdx variable. Following the 

calculations of these indices, the final index of flattened 
matrices was found using: 

index =  rowIdx * jacSize + colIdx          (8) 
This was also done for the admittance matrix indexing 

scheme. Now that each thread has its unique identifier, a series 
of if-statements was used to partition the matrix into its 
submatrices. The limits of these if statements were the sizes of 
the submatrices specified in Section V, Subsection B. The row 
and column indices were compared (less than) to the matrix 
dimensions accordingly. Based on the position on the Jacobian 
matrix, one of the eight equations was selected. The indexing 
method to determine which elements were diagonals and which 
were off diagonals was employed as explained previously. 
Once the Jacobian matrix was calculated, the result was copied 
back to CPU memory and all memory allocated was freed. 

VII. RESULTS AND PERFORMANCE 
For each kernel created, its sequential counterpart was 

programmed in host code (i.e. C++). The solvers were 
implemented in Microsoft Visual Studio Professional 2010 on 
a Windows operating system. The sequential solvers were 
executed on an Intel i7-4500U CPU at 2.40 GHz, with 8GB of 
RAM. This system also operates as the host for the CUDA 
programs. The GPU used to run parallel programs was an 
NVIDIA GeForce GT745m – this contains 384 shader cores 
with a memory bandwidth of 64GB/s and peak floating point 
performance of 421.6 GFLOPS. The CUDA Toolkit v6.5 was 
used. The test cases employed were standard IEEE test cases as 
well as larger systems obtained from Matpower v5.1 – the 
IEEE 14 bus system, the IEEE 118 bus system, the IEEE 300 
bus system and the Polish system (Summer peak) containing 
2383 buses. The larger system was chosen since it more 
accurately reflects the magnitude of a smart grid network. The 
results compare the worst case execution time (WCET) of the 
sequential C++ implementations and the parallel CUDA 
implementations for each kernel. The execution times shown 
were obtained over an average of ten simulations in each case. 
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Table I shows the comparison of performance between the 
single-threaded, sequential implementation and the 
unoptimized CUDA implementation for the createYBus() 
kernel. The difference in the two CUDA implementations are 
due to a change in the number of blocks in the kernel, as will 
be explained later in this section. The initial grid dimensions 
reflect the thread organization template explained in Section 
VI, Subsection A. 

It should be noted that for the creation of the admittance 
matrix with initial grid dimensions, the CPU and GPU exhibit 
similar performance, in terms of execution time, with the CPU 
outperforming the CUDA implementation in the 14-bus and 
300-bus test cases. The number of data points is indicative of 
the number of active threads in each kernel invocation. The 
results reveal that a lack of optimization in the kernel, 
particularly in terms of memory access, negatively affects 
performance. In this kernel, global memory was used, which is 
the slowest type of GPU memory. This has bearing on the 
compute to global memory access (CGMA) ratio, which is 
defined as the number of floating point calculations performed 
for each access to global memory [7]. The CGMA ratio for this 
kernel is 0.8, which reflects poorly on the performance of the 
kernel. To achieve a higher level of performance for this 
kernel, the CGMA ratio must be increased. This reflects the 
importance of the need for optimization, whereby different 
techniques can be employed to increase the CGMA ratio, by 
decreasing the use of global memory. 

One possible solution to this is to declare the variables as 
constant variables. Constant memory is used for variables that 
provide input to kernels, as is the case in the aforementioned 
variables. Although constant variables are stored in global 
memory, they are cached for efficient access [7]. Another 
downfall of this implementation is the back and forth transfer 
of data between CPU and GPU. Data transfers are very time 
costly and should be minimized. 

The results of the Jacobian matrix calculations, seen in 
Table II, show that the GPU performs much better than the 
CPU. 

TABLE I.  PERFORMANCE COMPARISON OF ADMITTANCE MATRIX 
KERNEL 

Test Case 
Number 
of Data 
Points 

Execution Time (ms) 

CPU 
CUDA – 
Initial grid 
dimensions 

CUDA – 
updated 
grid 
dimensions 

IEEE 14 bus  196 0.07 0.41 0.40 
IEEE 118 bus 13, 924 3.91 2.23 0.837 
IEEE 300 bus 90, 000 21.53 21.94 1.82 
Polish system 5, 678, 689 1413.61 N/A 65.1965 

TABLE II.  PERFORMANCE COMPARISON OF JACOBIAN MATRIX KERNEL 

Test Case Number of 
Data Points 

CPU 
Execution 
time (ms) 

CUDA 
Execution 
time (ms) 

IEEE 14 bus  400 0.02 0.07 
IEEE 118 bus 32, 761 1.21 0.12 
IEEE 300 bus 280, 900 10.89 0.40 
Polish system 19, 695, 844 865.73 20.47 

Despite the fact that the createJacobian() kernel is 
unoptimized, the time complexity of the algorithm goes from 
O(N2) to O(1), as we move from sequential to parallel 
implementation. Thus, the performance benefits of parallel 
execution are apparent. These results reveal the underlying 
scalability of the CUDA programming mode. In this kernel, as 
the size of the data set increases, the speedup observed between 
sequential and parallel implementations increased. 

The GPU is well suited to larger data sets, which make use 
of the available resources and utilize more processor cores. 
This is why for the smaller data set of the 14-bus case, the CPU 
performs better than the GPU. Block size, i.e. number of 
threads per block, proved to be a major factor impacting on 
performance. The initial block size of 32×32 (which meets the 
maximum of 1024 threads per block) was reduced to 16×16 
and further to 8×8. The smaller block sizes proved to increase 
execution performance (i.e. decreased execution time). A 
possible reason for this is that streaming multiprocessors, and 
consequently, stream processors, can more efficiently execute 
warps of threads with these configurations. The results 
presented in Tables I and II were obtained from using a block 
size of 16×16. 

The grid dimensions, i.e. number of blocks per grid, 
impacted even more profoundly on performance. With the 
initial grid dimensions, when simulating the Polish bus system, 
the kernel crashed, most seemingly as a result of out of bounds 
memory access, or inadequate number of threads in the grid. 
As such, a grid size of 256×256 blocks was launched, such that 
when coupled with a block size of 16×16, the total number of 
threads would be a multiple of 32 (warp size) larger than the 
data set. The results arising out of this change are denoted in 
the fifth column of Table I, whereby the kernel experienced a 
significant speedup, as opposed to the previous thread 
organization scheme employed. It should be noted that the 
change in block size did not affect the execution time of the 
createJacobian() kernel. 

Another factor impacting on performance was power – a 
laptop station was used for execution of the CUDA programs. 
Laptops with GPUs generally have adaptive power settings to 
prevent overheating, i.e. performance increased when the 
workstation was connected to a power supply. As such, for 
future work, a designated workstation with more high 
performance GPUs and a dedicated power supply can be used 
to increase performance. 

VIII. CONCLUSION 
This work underscores the potential performance benefits 

which GPU computing can offer. The speedup which the GPU 
can potentially provide is dependent on the nature of the data 
and the calculations involved. Despite having not implemented 
adequate optimization techniques for the kernels, the speedup 
obtained in the parallel execution is apparent. This work also 
highlights the need for optimization in GPU programs. 
Particular attention should be paid to optimization of memory 
accesses and performance tuning. The ideal block and grid 
sizes should be chosen based on the size of the data set. Pre-
fetched texture memory implementations will be included in 
this work in progress; shared memory will also be explored. 
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It is evident that optimization is necessary for the solution 
of linear equations which is the most compute intensive portion 
of this program. Before the GPU can be applied to smart grid 
simulations which require real time (or better than real time) 
performance, the necessary optimization measures must be 
employed. 
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